
Pairwise Sequence Alignment 

Introduction 

One of the most basic questions about a gene or protein is whether it is related to any 

other gene or protein. Relatedness of two proteins at the sequence level suggests that they 

are homologous. Relatedness also suggests that they may have common functions. By 

analyzing many DNA and protein sequences, it is possible to identify domains or motifs 

that are shared among a group of molecules. These analyses of the relatedness of proteins 

and genes are accomplished by aligning sequences. As we complete the sequencing of 

many organisms’ genomes, the task of finding out how proteins are related within an 

organism and between organisms becomes increasingly fundamental to our 

understanding of life. 

 

Protein Alignment: Often More Informative Than DNA Alignment 

Given the choice of aligning a DNA sequence or the sequence of the protein it encodes, it 

is often more informative to compare protein sequences. There are several reasons for 

this. Many changes in a DNA sequence (particularly at the third position of a codon) do 

not change the amino acid that is specified. Furthermore, many amino acids share related 

biophysical properties (e.g., lysine and arginine are both basic amino acids). The 

important relationships between related (but mismatched) amino acids in an alignment 

can be accounted for using scoring systems (described in this chapter). DNA sequences 

are less informative in this regard. Protein sequence comparisons can identify 

homologous sequences from organisms that last shared a common ancestor over 1 billion 

years ago (BYA) (e.g., glutathione transferases) (Pearson, 1996). In contrast, DNA 

sequence comparisons typically allow lookback times of up to about 600 million years 

ago (MYA). 

 

Definitions: Homology, Similarity, Identity 

Homology: Two sequences are homologous if they share a common evolutionary 

ancestry. There are no degrees of homology; sequences are either homologous or not 

(Reeck et al., 1987; Tautz, 1998). Homologous proteins almost always share a 



significantly related three-dimensional structure. However, homologous proteins do not 

necessarily share the same function. 

Similarity and Identity  

When two sequences are homologous, their amino acid or nucleotide sequences usually 

share significant identity. Thus, while homology is a qualitative inference (sequences are 

homologous or not), identity and similarity are quantities that describe the relatedness of 

sequences. Notably, two molecules may be homologous without sharing statistically 

significant amino acid (or nucleotide) identity. For example, in the globin family, all the 

members are homologous, but some have sequences that have diverged so greatly that 

they share no recognizable sequence identity (e.g., human beta globin and human 

neuroglobin share only 22% amino acid identity). 

Orthologs are homologous sequences in different species that arose from a common 

ancestral gene during speciation. Orthologs are presumed to have similar biological 

functions; in this example, human and rat myoglobins both transport oxygen in muscle 

cells. 

Paralogs are homologous sequences that arose by a mechanism such as gene duplication. 

For example, human alpha-1 globin (NP_000549) is paralogous to alpha-2 globin 

(NP_000508); indeed, these two proteins share 100% amino acid identity. Human alpha-

1 globin and beta globin are also paralogs. 

 

Protein pairwise alignment 

We can assess the relatedness of any two proteins by performing a pairwise alignment. In 

this procedure, we place the two sequences directly next to each other. One practical way 

to do this is through the NCBI pairwise BLAST tool (Tatusova and Madden, 1999) (Fig. 

3.4). Perform the following steps: 

1. Choose the protein BLAST program and select “BLAST 2 sequences” for our 

comparison of two proteins. An alternative is to select blastn (for “BLAST nucleotides”) 

for DNA–DNA comparison. 

2. Enter the sequences or their accession numbers. Here we use the sequence of human 

beta globin in the fasta format, and for myoglobin we use the accession number (Fig. 

3.4). 



3. Select any optional parameters. 

• You can choose from five scoring matrices: BLOSUM62, BLOSUM45, 

BLOSUM80, PAM70, and PAM30. Select PAM250. 

•  You can change the gap creation penalty and gap extension penalty. 

• For blastn searches you can change reward and penalty values. 

• There are other parameters you can change, such as word size, expect value, 

filtering, and dropoff values.  

4. Click “BLAST.” The output includes a pairwise alignment using the single letter 

amino acid code (Fig. 3.5a).  
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FIGURE 3.4. The BLAST program at the NCBI website allows the comparison of two DNA or protein 

sequences. 

Local alignment is called particular alignment because only a subset of the two proteins 

is aligned: the first and last few amino acid residues of each protein are not displayed. A 

global pairwise alignment includes all residues of both sequences. 
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In summary, pairwise alignment is the process of lining up two sequences to achieve 

maximal levels of identity (and maximal levels of conservation in the case of amino acid 

alignments). The purpose of a pairwise alignment is to assess the degree of similarity and 

the possibility of homology between two molecules. 

 

(a) 

Score = 43.9 bits (102),  Expect = 1e-09, Method: Composition-based stats. Identities = 37/145 

(25%), Positives = 57/145 (39%), Gaps = 2/145 (1%) 

▼  ▼ 

 
 
 
 
 
 
 
 
 

 
(b) 

Score = 18.1 bits (35),  Expect = 0.015, Method: Composition-based stats. Identities = 11/24 

(45%), Positives = 12/24 (50%), Gaps = 2/24 (8%) 
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FIGURE 3.5. Pairwise alignment of   human    beta    globin   (the “query”) and 

myoglobin (the “sub- ject”). Panel (a)  shows the  alignment from the search shown in 

Fig. 3.4. Note that this alignment is local (i.e., the entire lengths of each protein are  not 

compared), and  there are many positions  of identity between the two sequences 

(indicated with amino acids inter- vening between the query and sub- ject lines). The 

alignment contains an internal gap (indicated by two dashes). Panel (b) illustrates how 

raw  scores  are  calculated, using the result of a separate search with just amino  acids 10 

– 34 of HBB (corresponding  to    the   region between the arrowheads in panel a). The 

raw score is 35; this rep- resents the sum of the match scores ( from  a  BLOSUM62 

matrix  in this case), the mismatch scores, the gap opening penalty (set to 211 for this 

search), and the gap exten- sion penalty (set to 21). 

 



 

Algorithms and Programs 

An algorithm is a procedure that is structured in a computer program (Sedgewick, 1988). 

For example, there are many algorithms used for pairwise alignment. A computer 

program is a set of instructions that uses an algorithm (or multiple algorithms) to solve a 

task. For example, the BLAST program uses a set of algorithms to perform sequence 

alignments. Other programs that we introduce in Chapter 7 use algorithms to generate 

phylogenetic trees. 

Each program and algorithm is designed to solve a specific task. An algorithm that is 

useful to compare one protein sequence to another may not work in a comparison of one 

sequence to a database of 10 million protein sequences. 

Why is it that an algorithm that is useful for comparing two sequences cannot be used to 

compare millions of sequences? Some problems are so inherently complex that an 

exhaustive analysis would require a computer with enormous memory or the problem 

would take an unacceptably long time to complete. 

 

Pairwise Alignment, Homology, and Evolution of Life 

If two proteins are homologous, they share a common ancestor. Generally, we observe 

the sequence of proteins (and genes) from organisms that are extant. We can compare 

myoglobins from species such as human, horse, and chicken, and see that the sequences 

are homologous. The study of homologous protein (or DNA) sequences by pairwise 

alignment involves an investigation of the evolutionary history of that protein (or gene). 

 

Dayhoff Model: Accepted Point Mutations 

Dayhoff and colleagues considered the problem of how to assign scores to aligned amino 

acid residues. Their approach was to catalog thousands of proteins and compare the 

sequences of closely related proteins in many families. They considered the question of 

which specific amino acid substitutions are observed to occur when two homologous 

protein sequences are aligned. They defined an accepted point mutation as a replacement 

of one amino acid in a protein by another residue that has been accepted by natural 

selection. Accepted point mutation is abbreviated PAM (which is easier to pronounce 



than APM). An amino acid change that is accepted by natural selection occurs when (1) a 

gene undergoes a DNA mutation such that it encodes a different amino acid and (2) the 

entire species adopts that change as the predominant form of the protein. 

The main goal of Dayhoff ’s approach was to define a set of scores for the comparison of 

aligned amino acid residues. By comparing two aligned proteins, one can then tabulate an 

overall score, taking into account identities as well as mismatches, and also applying 

appropriate penalties for gaps. 

 

A Phylogenetic Approach to Aligning Amino Acids 

Dayhoff and colleagues did not compare the probability of one residue mutating directly 

into another. Instead, they constructed phylogenetic trees using parsimony analysis. Then, 

they described the probability that two aligned residues derived from a common ancestral 

residue. With this approach, they could minimize the confounding effects of multiple 

substitutions occurring in an aligned pair of residues. As an example, consider an 

alignment of the four human proteins alpha-1 globin, beta globin, delta globin, and 

myoglobin. A direct comparison of alpha-1 globin to myoglobin would suggest several 

amino acid replacements, such as ala ↔  gly, asn ↔ leu, lys ↔ leu, and ala ↔ val. 

 

PAM1 Matrix 

Dayhoff and colleagues next used the data on accepted mutations and the probabilities of 

occurrence of each amino acid to generate a mutation probability. 

 

PAM250 and Other PAM Matrices 

The PAM1 matrix was based on the alignment of closely related protein sequences, all of 

which were at least 85% identical within a protein family.We are often interested in 

exploring the relationships of proteins that share far less than 85% amino acid identity. 

We can accomplish this by constructing probability matrices for proteins that share any 

degree of amino acid identity. Consider closely related proteins, such as the GAPDH 

proteins. 

 

 



From a Mutation Probability Matrix to a Log-Odds  

Scoring Matrix 

Our goal in studying PAM matrices is to derive a scoring system so that we can assess 

the relatedness of two sequences. When we perform BLAST searches or pairwise 

alignments, we employ a scoring matrix, but it is not in the form we have described so 

far. The PAM250 mutation probability matrix is useful because it describes the frequency 

of amino acid replacements between distantly related proteins. We next need to convert 

the elements of a PAM mutation probability matrix into a scoring matrix, also called a 

log-odds matrix or relatedness odds matrix. 

 

Practical Usefulness of PAM Matrices in Pairwise Alignment 

We can demonstrate the usefulness of PAM matrices by performing a series of global 

pairwise alignments of both closely related proteins and distantly related proteins. 

 

Important Alternative to PAM: BLOSUM Scoring Matrices 

In addition to the PAMmatrices, another very common set of scoring matrices is the 

blocks substitution matrix (BLOSUM) series. Henikoff and Henikoff (1992, 1996). Used 

the BLOCKS database, which consisted of over 500 groups of local multiple alignments 

(blocks) of distantly related protein sequences. Thus the Henikoffs focused on conserved 

regions (blocks) of proteins that are distantly related to each other. 

The BLOSUM62 matrix is the default scoring matrix for the BLAST protein search 

programs at NCBI. It merges all proteins in an alignment that have 62% amino acid 

identity or greater into one sequence. If a block of aligned globin orthologs includes 

several that have 62%, 80%, and 95% amino acid identity, these would all be weighted 

(grouped) as one sequence. Substitution frequencies for the BLOSUM62 matrix are 

weighted more heavily by blocks of protein sequences having less than 62% identity. 

(Thus, this matrix is useful for scoring proteins that share less than 62% identity.) 

 

 

 

 



Pairwise Alignment and Limits of Detection: 

The “Twilight Zone” 

When we compare two protein sequences, how many mutations can occur between them 

before their differences make them unrecognizable? When we compared glyceraldehyde-

3-phosphate dehydrogenase proteins, it was easy to see their relationship. However, when 

we compared human beta globin and myoglobin, the relationship was much less obvious. 

Intuitively, at some point two homologous proteins are too divergent for their alignment 

to be recognized as significant. 

The best way to determine the detection limits of pairwise alignments is through 

statistical tests that assess the likelihood of finding a match by chance. 

 

ALIGNMENT ALGORITHMS: GLOBAL AND LOCAL 

When two proteins are aligned, there is an enormous number of possible alignments. 

There are two main types of alignment: global and local. We will explore these 

approaches next. A global alignment such as one produced by the method of Needleman 

and Wunsch (1970) contains the entire sequence of each protein or DNA sequence. A 

local alignment such as the method of Smith and Waterman (1981) focuses on the 

regions of greatest similarity between two sequences. We saw a local alignment of human 

beta globin and myoglobin. For many purposes, a local alignment is preferred, because 

only a portion of two proteins aligns. 

Each of these methods is guaranteed to find one or more optimal solutions to the 

alignment of two protein or DNA sequences. We will then describe two rapid search 

algorithms, BLAST and FASTA. BLAST represents a simplified form of local alignment 

that is popular because the algorithm is very fast and easily accessible. 

 

Global Sequence Alignment: Algorithm of Needleman and Wunsch 

One of the first and most important algorithms for aligning two protein sequences was 

described by Saul Needleman and Christian Wunsch (1970), with subsequent 

modifications by Sellers (1974), Gotoh (1982), and others. This algorithm is important 

because it produces an optimal alignment of two protein or DNA sequences, even 



allowing the introduction of gaps. The result is optimal, but nonetheless not all possible 

alignments need to be evaluated. 

We can describe the Needleman–Wunsch approach to global sequence alignment in three 

steps: (1) setting up amatrix, (2) scoring the matrix, and (3) identifying the optimal 

alignment. 




